


Circuits: another form of the factorization theorem?

. N . ° Table 1: Tractable tasks for circuit classes. The input
Tractable Circuits in Database Theory T — circuit C is of size s, depth d, and n variables; k is the
° ¥ X2 X3 X4 number of solutions to output (for Enum and Sampling).
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ABSTRACT

This work reviews how database theory uses tractable
circuit classes from knowledge compilation. We present
relevant query evaluation tasks, and notions of tractable
circuits. We then show how these tractable circuits can
be used to address database tasks. We first focus on
Boolean provenance and its applications for aggregation

Table 2: From Boolean circuits to relational circuits.

Boolean Circuits Relational Circuits

NNF {0, <}

DNNF {0, x} or{U, x} if smooth
d-DNNF {®,x} or{w,x} if smooth
dec-DNNF {dec, x}

I NNF
CNF T
. DNNF
SDNNF — T
A DNF d-DNNF — d-D
d-SDNNF *
OBE) D—— FBDD — dec-DNNF

Figure 2: Inclusions between circuit classes. Arrows
denote inclusion (i.e., linear-time transformations); they
are all known to be strict in the sense that reverse arrows
do not exist, except inclusions involving d-Ds which are
not separated from d-DNNF [106] and only conditionally

separated from NNF. Most results are in [6, 14].

tasks, in particular probabilistic query evaluation. We
study these for Monadic Second Order (MSO) queries on
trees, and for safe Conjunctive Queries (CQs) and Union
of Conjunctive Queries (UCQs). We also study circuit
representations of query answers, and their applications
to enumeration tasks: both in the Boolean setting (for
MSO) and the multivalued setting (for CQs and UCQs).

TRACTABLE BOOLEAN AND
ARITHMETIC CIRCUITS
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Information Inequalities

Best reference:
[Yeung'08] Yeung, Information Theory and Network Coding, 2008. Ch 2.6, 2.7, 13, 14, 15
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Basic inequalities

Shannon’s information measures refer to entropy, conditional entropy, mutual information, and
conditional mutual information (but not interaction information!).

They can be expressed as linear combinations of entropies:

HX|) = 7?7
I(X;Y) = ?
IX;Y|12)= 7
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Basic inequalities

Shannon’s information measures refer to entropy, conditional entropy, mutual information, and
conditional mutual information (but not interaction information!).

They can be expressed as linear combinations of entropies:
H(X|Y) = H(X,Y)—H(Y) |
by repeated expavsion of
IX;Y)= HX)+HY)—-HX,Y) / conditional entropies; also holds
I(X;Y|1Z)=HX,Z)+ H(Y,Z)—H(X,Y,Z) —H(Z) if we replace variables with

, sets of variables (grounpivg rule)
They are also special cases of 9 9

H(X) — ? Assume @ to be degenerate RV that takes on a
HX|Z)= 7 constant value with probability 1
IX;Y)=
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Basic inequalities

refer to entropy, conditional entropy, mutual information, and
conditional mutual information (but not interaction information!).

They can be expressed as linear combinations of entropies:
H(X|Y) = H(X,Y)—H(Y) |
by repeated expansion of
IX;Y)= HMX)+HY) - H(X,Y) / conditional entropies; also holds
I(X;Y|Z)=HX,Z)+ H(Y,Z)—H(X,Y,Z) —H(Z) if we replace variables with
, sets of variables (grouping rule)
They are also special cases of

H(X) = I(X; X §0) Assume ¢ to be degenerate RV that takes on a
HX|Z)= 1(X;X|2) constant value with probability 1
I(X;Y)= IX;Y|p)

With we refer to the fact that all Shannon’s information
measures are non-negative (because conditional mutual information is = 0).

I(U; VW) =0 U,V,W can be arbitrary joint entropies
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Shannon-type inequalities I',, (and constraints)

are inequalities on information measures implied by the basic
inequalities and possibly additional constraints on the joint distribution of the RVs involved.

EXAMPLE: data-processing inequality for X - Y — Z: L~ ot a basic inequality
From I(X; Z|Y) = 0 and basic inequalities, we derived I(X;Y) = I(X; Z)

are the inequalities that govern the impossibilities in information
theory. They imply that certain things cannot happen. For this reason, they are sometimes
referred to as the

EXAMPLE : n = 3 variables with given k = 23 — 1 = 7 joint entropies:
HX)=2 HXY)=4 HXY,Z)=5
HY)=3 HX,Z)=4
HZ)=4 H{,Z)=4

H(X) - H(Z)

AN
Find 3 RVs that fulfill those constraints ? H(Y)

Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/ 385
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Shannon-type inequalities I',, (and constraints)

are inequalities on information measures implied by the basic
inequalities and possibly additional constraints on the joint distribution of the RVs involved.

EXAMPLE: data-processing inequality for X - Y — Z: L~ ot a basic inequality
From I(X; Z|Y) = 0 and basic inequalities, we derived I(X;Y) = I(X; Z)

are the inequalities that govern the impossibilities in information
theory. They imply that certain things cannot happen. For this reason, they are sometimes
referred to as the

EXAMPLE : n = 3 variables with given k = 23 — 1 = 7 joint entropies:
HX)=2 HXY)=4 HXY,Z)=5
HY)=3 HX,Z) =4 1(X;Y|2)20

HZ)=4 H(,Z) =4 .
not possible ®
\H(Y)

Almost all the information inequalities known to date are
Shannon-type inequalities and thus implied by the basic inequalities.
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Applications in Databases

Worst-case Optimal Join Algorithms

HUNG Q. NGO, University at Buffalo, SUNY
ELY PORAT, Bar-Ilan University
CHRISTOPHER RE, Stanford University
ATRI RUDRA, University at Buffalo, SUNY

PODS'12, JACM'18

Efficient join processing is one of the most fundamental and well-studied tasks in database research. In this
work, we examine algorithms for natural join queries over many relations and describe a new algorithm to
process these queries optimally in terms of worst-case data complexity. Our result builds on recent work
by Atserias, Grohe, and Marx, who gave bounds on the size of a natural join query in terms of the sizes
of the individual relations in the body of the query. These bounds, however, are not constructive: they rely
on Shearer’s entropy inequality, which is information-theoretic. Thus, the previous results leave open the
question of whether there exist algorithms whose runtimes achieve these optimal bounds. An answer to this
question may be interesting to database practice, as we show in this article that any project-join style plans,
such as ones typically employed in a relational database management system, are asymptotically slower than
the optimal for some queries. We present an algorithm whose runtime is worst-case optimal for all natural
join queries. Our result may be of independent interest, as our algorithm also yields a constructive proof of
the general fractional cover bound by Atserias, Grohe, and Marx without using Shearer’s inequality. This
bound implies two famous inequalities in geometry: the Loomis-Whitney inequality and its generalization,
the Bollobas-Thomason inequality. Hence, our results algorithmically prove these inequalities as well. Finally,
we discuss how our algorithm can be used to evaluate full conjunctive queries optimally, to compute a relaxed
notion of joins and to optimally (in the worst-case) enumerate all induced copies of a fixed subgraph inside
of a given large graph.

Decision Problems in Information Theory

Mahmoud Abo Khamis
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ICALP'20

B.2 Application to Relational Query Evaluation

The problem of bounding the number of copies of a graph inside of another graph has a long
and interesting history [17) 4} 14}, B5]. The subgraph homomorphism problem is a special
case of the relational query evaluation problem, in which case we want to find an upper
bound on the output size of a full conjunctive query. Using the entropy argument from [IQT
Shearer’s lemma in particular, Atserias, Grohe, and Marx [5] established a tight upper bound
on the answer to a full conjunctive query over a database. Note that Shearer’s lemma is a
Shannon-type inequality. Their result was extended to include functional dependencies and
more generally degree constraints in a series of recent work in database theory |19 [2] Ei All
these results can be cast as applications of Shannon-type inequalities. For a simple example,
let R(X,Y),S(Y,Z),T(Z,U) be three binary relations (tables), each with N tuples, then
their join R(X,Y)n S(Y,Z)nT(Z,U) can be as large as N2 tuples. However, if we further
know that the functional dependencies XZ — U and YU — X hold in the output, then one
can prove that the output size is < N*/2, by using the following Shannon-type information
inequality:

RXY) + k(Y Z) + (ZU) + H(X|YU) + h(U|X Z) > 2h(XY ZU) (24)

Ngo, Porat, Re, Rudra. Worst-case Optimal Join Algorithms, JAC 2018 (PODS 2012). https://doi.org/10.1145/3180143,

Khamis, Kolaitis, Ngo, Suciu, "Decision Problems in Information Theory", ICALP 2020. https://doi.org/10.4230/LIPIcs.ICALP.2020.106
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Applications in Databases

1.1 The problems

In the history of query evaluation in database, logic and constraint satisfaction areas, there are three research
threads which have yielded spectacular results recently.

Thread 1: size bound for conjunctive queries. From the seminal work of Grohe and Marx [33], Atserias,
Grohe, and Marx [8], and Gottlob, Lee, Valiant and Valiant [30], we now know of a deep connection between
the output size bound of a conjunctive query with (or without) functional dependencies (FD) and information
theory. In particular, we can derive tight output size bounds by solving a convex optimization problem
whose variables are marginal entropies. Briefly, the bound works as follows. Consider a conjunctive query
Q represented by a multi-hypergraph H = (V,£), where V' = [n] is identified with the set of variables
Ai,...,A,. To each hyperedge F € &£ there is an input relation Rr whose attributes are (4;)icr. A
function h : 2V — R, is called entropic if there exists a joint distribution on n variables such that h(F) is
the marginal entropy of the distribution on the variables in F', for every non-empty set F' C V'; by convention,
h(P) = 0. Let '}, denote the set of all n-variable entropic functions." Let CC denote the set of “cardinality
constraints” of the form Np = |Rp|, obtained from the input database instance. Let FD denote the set of
“FD constraints” of the form X — Y, where ) C X C Y C V.2 From the cardinality- and FD-constraints,
we define two classes of set functions:

What do Shannon-type Inequalities, Submodular Width,
and Disjunctive Datalog have to do with one another?

Mahmoud Abo Khamis Hung Q. Ngo Dan Suciu
LogicBlox Inc. LogicBlox Inc. LogicBlox Inc. and
University of Washington

ABSTRACT PODSI 17

Recent works on bounding the output size of a conjunctive
query with functional dependencies and degree bounds have
shown a deep connection between fundamental questions in
information theory and database theory. We prove analo-
gous output bounds for disjunctive datalog rules, and answer
several open questions regarding the tightness and looseness
of these bounds along the way. The bounds are intimately
related to Shannon-type information inequalities. We de-
vise the notion of a “proof sequence” of a specific class of
Shannon-type information inequalities called “Shannon flow
inequalities”. We then show how a proof sequence can be
used as symbolic instructions to guide an algorithm called
PANDA, which answers disjunctive datalog rules within the
size bound predicted. We show that PANDA can be used
as a black-box to devise algorithms matching precisely the
fractional hypertree width and the submodular width run-
times for aggregate and conjunctive queries with functional
dependencies and degree bounds.

Our results improve upon known results in three ways.
First, our bounds and algorithms are for the much more gen-
eral class of disjunctive datalog rules, of which conjunctive
queries are a special case. Second, the runtime of PANDA
matches precisely the submodular width bound, while the
previous algorithm by Marx has a runtime that is polyno-
mial in this bound. Third, our bounds and algorithms work
for queries with input cardinality bounds, functional depen-
dencies, and degree bounds.

Overall, our results showed a deep connection between
three seemingly unrelated lines of research; and, our results
on proof sequences for Shannon flow inequalities might be
of independent interest.

Abo Khamis, Ngo, Suciu. What Do Shannon-type Inequalities, Submodular Width, and Disjunctive Datalog Have to Do with One Another? PODS 2017. https://doi.org/10.1145/3034786.3056105
Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/
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Applications of Information Inequalities
to Database Theory Problems *

Dan Suciu
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LICS'23 keynote

Abstract

The paper describes several applications of information inequalities to problems in database
theory. The problems discussed include: upper bounds of a query’s output, worst-case optimal join
algorithms, the query domination problem, and the implication problem for approximate integrity
constraints. The paper is self-contained: all required concepts and results from information
inequalities are introduced here, gradually, and motivated by database problems.

Suciu. Applications of Information Inequalities to Database Theory Problems, LICS keynote 2023. https://arxiv.org/pdf/2304.11996,
slides: https://homes.cs.washington.edu/~suciu/talk-lics-2023.pdf ,
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Recap: AGM Bound Entropic Vectors Generalized Upper Bound Computing the Upper Bound Modular Functions

0000000 0000080 00000000 000000 o]e

Information Inequalities v.s. Databases

Informally: h(XY) ~ log |Mxy(R)|. What do inequalities say about R?

o h(X) < h(XY) < h(XYZ)
Says [Mx(R)| < [Mxy(R)| < |R].

o h(XY)+ h(Z) > h(XYZ) XY |Z
Says [Mxy(R)|- Nz(R)[ = |R]. a|x|m
aly|m
e h(XYZ|X) > h(XYZ|XY) b| x| m
Max frequency(X) is > max frequency(XY). b |y |m
a|x|n
o Carefull h(XZ)+ h(YZ) > h(XYZ) + h(Z2),
but [Mxz(R)|- [Mvz(R)| Z |R| - [Nz(R)|
3 3 5 2
Fall 2023 15/32

Source: Dan Suciu. CS294-248: Special topics in databases, Berkeley fall 2023. See also videos: https://berkeley-cs294-248.github.io/
Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/ 390
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Information inequalities I,

are the inequalities that govern the impossibilities in information
theory. They imply that certain things cannot happen. For this reason, they are sometimes
referred to as the laws of information theory.

An information inequality or identity involves (linear combinations of) Shannon’s information
measures only (and possibly with constant terms) and is said to always hold if it holds for any
joint distribution for the random variables involved.

There exist laws in information theory that are not implied by the basic inequalities (called non-
Shannon-type inequalities). This celebrated result was published by [Zhang,Yeung'98]

PrROPOSITION: The following information inequality always holds on any list of five random
variables X, Y, Z,U,V, but is not implied by the basic inequalities:

HX) + HY) + [(U; V|X) + I(U; V|Y) + 21(U; V|Z) + [(U,V; Z) = H(X, Z) + 21(U; V)
Key proof insight: I(XY; Z|[UV) = 0 can be assumed for a different argument

Quoted from: [Yeung'08] Information Theory and Network Coding, 2008. http://iest2.ie.cuhk.edu.hk/~whyeung/tempo/main2.pdf / [Zhang,Yeung'98]. On characterization of entropy function
via information inequalities, 1998. https://doi.org/10.1109/18.681320 / For an accessible proof, see [Cramer, Fehr'15] The Mathematical Theory of Information, and Applications, lecture

notes. https://staff.science.uva.nl/c.schaffner/courses/infcom/2014/notes/CramerFehr.pdf
Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/ 391
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A formalization of entropic vectors

* Givenasetof nRVs O = {Xq, ..., X,,}, written as ® = {X;},i € [n].
* Associated with @ are 2™ — 1 joint entropies H(X;),..., H(Xq, ..., X;; ), written as Hy(a) =

i1, 2, .« 03

H(X,) for any subset of [n]. Call the function Hy(a), @ € 2™ the of 6.
* Example: H(X{,X5,X,) is Hy(a) for a = {1,2,4}.
 Together, the joint entropies form a point in the 2™ — 1 dimensional RZ"-1,
* Inturn, a pointin that space is called if the point corresponds to the entropy

function Hgy of some set @ of n RVs. Let [, C R2"~1 pe the
* How does that space I, € R2" 1 |ook like?

Our earlier ExampLE: n = 3, thus k = 23 — 1 = 7 joint entropies, representing a point in R’

HX)=2 HXY)=4 HXY,Z) =5

HY)=3 HX,Z2)=4 ?
HZ)=4 HWY,Z2)=4 .

Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/ 392
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Entropic vectors

* Givenasetof nRVs O = {Xq, ..., X,,}, written as ® = {X;},i € [n].
* Associated with @ are 2™ — 1 joint entropies H(X;),..., H(Xq, ..., X;; ), written as Hy(a) =

H(X,) for any subset of [n]. Call the function Hy(a), @ € 2™ the of 6.
* Example: H(X{,X5,X,) is Hy(a) for a = {1,2,4}.
 Together, the joint entropies form a point in the 2™ — 1 dimensional RZ"-1,
* Inturn, a pointin that space is called if the point corresponds to the entropy

function Hgy of some set @ of n RVs. Let [, C R2"~1 pe the
* How does that space I, € R2" 1 |ook like?

Our earlier ExampLE: n = 3, thus k = 23 — 1 = 7 joint entropies, representing a point in R’

HX)=2 HXY)=4 HXY,Z)=5
HY)=3 HX,Z) =4 I(X;Y|Z)£0
HZ)=4 H({Y,Z)=4 Thus this point (2,3,4,4,4,5) & I5?

Gatterbauer. Foundations and Applications of Information Theory: https://northeastern-datalab.github.io/cs7840/ 393
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A subtlety: entropic vectors [, vs. almost entropic vectors [,

Our earlier "parity example":

HX) =1
Qo2
(Z)

More generally (from basic inequalities):
H(X) =a €eR*

=

N0

H(Y)

p
>

H(Y)

p
5

However, a more careful analysis shows that all variables X, Y, Z
need to be uniform for this example to work, which implies only
discrete particular entropies as possible.

a=0 log2 log3 log4
W e e ®------- & -—---= > (7.a,a.0,2a.,24.2a)

Fig. 15.2. The values of a for which(q, a, a, 2a, 2a, 2a, 2a) is in 3.

[}, set of all entropic vectors ‘r;c he closure of a sf?bseJrls
= . of points in a topologica
[, set of all almost entropic vectors: space consists of P

defined as topological closure of [;,  peiuts in S together with
) all limit points of S.
[, subset of vectors that fulfill the

Shannon ineq ualities Iwntuitively, it is possible

to create a wmixture model
that models any rational
number. The "closure”

r;kl extends that to the real
numbers.,

For details see: [Yeung'08] Yeung, Information Theory and Network Coding, 2008. Ch 15.1 http://iest2.ie.cuhk.edu.hk/~whyeung/tempo/main2.pdf
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